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Presenter
Presentation Notes
Purpose of presentation is to discuss design decisions for high performance NetFlow generator appliances

We will discuss :

Design issues to be considered along with performance goals
How those design decisions manifest in a practical sense
What Endace sees as the future design challenges are for high performance Netflow generation



Design discussion
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Borrowing from the über-talk…

High value Packet

Low value Flow
Low storage

(1%-2%)
High storage

(100%)

Presenter
Presentation Notes
Just by means of an overview, we’ll quickly review the differences between un-sampled and sampled NetFlow generation

Sampled

Lower computational impact : An artificial restriction imposed by marginal computational resource in traditional routers & switches
Lower flow bandwidth : Using the management network to carry Flow information also imposes artificial restrictions on Flow information
Unreliable threat detection : There has been much research on the use of sampled Flow information.  Typical Flow sampling regimes (up to 10,000:1, but even 10:1) seriously  degrade the use of Flow information for security purposes
Poor security logging : Flow records provide a very useful means of tracking communications in a network for security audit purposes (Worm tracking, Intrusion detection, etc).  Sampled Flow records render that information useless from a security POV as there is no way of telling what’s missing
Loss of evidential trail : When using Flow records for criminal prosecution, or other material action, sampling renders that information unusable.

Un Sampled

High Computational Impact : Un-sampled Flow information needs computation and state (memory).  Flow products need to be designed to handle this.
High Flow Bandwidth : Same for network requirements.
Accurate threat detection : Un-sampled Flow can be used for reliable & repeatable threat detection
Good long term intrusion log & evidential trail : Because a complete record is kept, can be used for security tracking, and is presentable as evidence

Conclusion

Sampled Flow information provides estimations of network behavior at best, as a result of equipment & network compromises

Un-sampled Flow information provides reliable, and repeatable network analysis, but does require proper product and network engineering implementations
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What about 10G/40G/100G?

High value
Packet

Medium value
Flow

Lowest value Sampled
Flow

Lowest storage
Low CPU

Low storage
High CPU

High storage

Flow

Presenter
Presentation Notes
Just by means of an overview, we’ll quickly review the differences between un-sampled and sampled NetFlow generation

Sampled

Lower computational impact : An artificial restriction imposed by marginal computational resource in traditional routers & switches
Lower flow bandwidth : Using the management network to carry Flow information also imposes artificial restrictions on Flow information
Unreliable threat detection : There has been much research on the use of sampled Flow information.  Typical Flow sampling regimes (up to 10,000:1, but even 10:1) seriously  degrade the use of Flow information for security purposes
Poor security logging : Flow records provide a very useful means of tracking communications in a network for security audit purposes (Worm tracking, Intrusion detection, etc).  Sampled Flow records render that information useless from a security POV as there is no way of telling what’s missing
Loss of evidential trail : When using Flow records for criminal prosecution, or other material action, sampling renders that information unusable.

Un Sampled

High Computational Impact : Un-sampled Flow information needs computation and state (memory).  Flow products need to be designed to handle this.
High Flow Bandwidth : Same for network requirements.
Accurate threat detection : Un-sampled Flow can be used for reliable & repeatable threat detection
Good long term intrusion log & evidential trail : Because a complete record is kept, can be used for security tracking, and is presentable as evidence

Conclusion

Sampled Flow information provides estimations of network behavior at best, as a result of equipment & network compromises

Un-sampled Flow information provides reliable, and repeatable network analysis, but does require proper product and network engineering implementations
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Issues with sampling

The obvious
• Misses events
• Loses evidential trail The less obvious

• Biases statistics
• Breaks common heuristics*

* Source: Mai et al,  “Is Sampled Data Sufficient for Anomaly Detection?,” SIGCOMM ‘06

Presenter
Presentation Notes
Just by means of an overview, we’ll quickly review the differences between un-sampled and sampled NetFlow generation

Sampled

Lower computational impact : An artificial restriction imposed by marginal computational resource in traditional routers & switches
Lower flow bandwidth : Using the management network to carry Flow information also imposes artificial restrictions on Flow information
Unreliable threat detection : There has been much research on the use of sampled Flow information.  Typical Flow sampling regimes (up to 10,000:1, but even 10:1) seriously  degrade the use of Flow information for security purposes
Poor security logging : Flow records provide a very useful means of tracking communications in a network for security audit purposes (Worm tracking, Intrusion detection, etc).  Sampled Flow records render that information useless from a security POV as there is no way of telling what’s missing
Loss of evidential trail : When using Flow records for criminal prosecution, or other material action, sampling renders that information unusable.

Un Sampled

High Computational Impact : Un-sampled Flow information needs computation and state (memory).  Flow products need to be designed to handle this.
High Flow Bandwidth : Same for network requirements.
Accurate threat detection : Un-sampled Flow can be used for reliable & repeatable threat detection
Good long term intrusion log & evidential trail : Because a complete record is kept, can be used for security tracking, and is presentable as evidence

Conclusion

Sampled Flow information provides estimations of network behavior at best, as a result of equipment & network compromises

Un-sampled Flow information provides reliable, and repeatable network analysis, but does require proper product and network engineering implementations
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Design objectives

Zero packet loss up to 100GbE @ small packets

Unsampled and sampled options at packet and NetFlow levels

Flexibility for additional metadata extraction

High Density / Low Space Weight & Power 

Minimum number of unique SKUs 

Small form factor for network-edge deployment

Monitor links via optical splitters (avoid in-line & span ports)

Presenter
Presentation Notes
When we set out to design a new range of NetFlow generating appliances, we set these performance objectives :

No packet loss, or sampling

OC-3 (155 Mbps) through to 100GbE and all ethernet SONET/STM interfaces in between

Low SWaP (Space, Weight & Power)

Single SKU for multiple interface types (to reduce number of SKUs for easier stocking, and deployment logistics)

1U Form Factor to allow edge deployments

NOT in-line in order to not impact network at all

Performance

Performance was generally designed for 75% link bandwidth, and an average  packet size around 100 Bytes

Numbers are per interface (All line speeds 10G and below assume 4 interfaces/1U appliance)

This is beyond what most operating networks would see, and allows design overhead in situations like DDoS attacks
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Parameters on a real network

Per 
interface

OC3 OC12 OC48 OC192 OC768 1GE 10GE 40GE 100GE

BW Gbps
@ 75% load

0.10 0.40 1.6 7.2 29. 0.70 7.0 28. 70.

Mpps
@ 100Byte

0.5 1.5 6.5 25 100 3.5 35 140 350

Active flows 
@ 30sec

35K 150K 600K 2.5M 10M 250K 2.5M 10M 25M

Flows/sec 1.5K 6K 25K 100K 400K 10K 100K 400K 1M

Presenter
Presentation Notes
When we set out to design a new range of NetFlow generating appliances, we set these performance objectives :

No packet loss, or sampling

OC-3 (155 Mbps) through to 100GbE and all ethernet SONET/STM interfaces in between

Low SWaP (Space, Weight & Power)

Single SKU for multiple interface types (to reduce number of SKUs for easier stocking, and deployment logistics)

1U Form Factor to allow edge deployments

NOT in-line in order to not impact network at all

Performance

Performance was generally designed for 75% link bandwidth, and an average  packet size around 100 Bytes

Numbers are per interface (All line speeds 10G and below assume 4 interfaces/1U appliance)

This is beyond what most operating networks would see, and allows design overhead in situations like DDoS attacks
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Architectural fundamentals

Router/Switch

Range of high performance I/O

Touches production traffic

Dedicated HW

Low CPU & Memory capacity

High SWaPCentral

Server/appliance

Typically poor I/O capability

Isolated from production traffic

Flexible software approach

High CPU & Memory capacity

Low SWaPDistributed

=> I/ O is key to unlocking high performance NetFlow !

Presenter
Presentation Notes
Let’s take a look at the fundamental design issues behind Flow generation architectures.  For the purpose of the discussion we’ll compare a traditional Router based design with a Computational server based design.

Fundamental CPU & Memory requirements

Assume state for a given flow can be held within 1kByte of state memory (used for holding address, flow state and bandwidth).  This means that tracking 1 million flows will require around 1 Gbyte of memory (disk swapping will not work).

With packet rates of around 1 million packets/sec/GbE, computational requirements are also very high.

Router based design

Routers (and switches) have the advantage that the I/O technology is very mature and robust, and also covers a range of interfaces. This means that issue such as data integrity and diversity are already covered by the use of dedicated hardware.

Some current generation routers & switches use ASIC based NetFlow generation which overcomes CPU limitations, but memory requirements are still high, and ASIC based solutions preclude future extensions (as covered in the futures section later).

High end Routers & Switches also have high I/O density, but with a large footprint (Space Weight & Power).  This means that Router/Switch based solutions need to be located centrally within a network in order to get adequate payback.

Finally, Production Router/Switch reliability and performance (on production traffic) can be compromised when un-sampled NetFlow capabilities are turned on.  This means that these heavy CAPEX items must be dedicated to Flow generation only.

Server based architecture

Modern Intel architecture servers provide very high computational & memory performance, adequate to handle top end Flow generation.  Conventional I/O in these servers is traditionally very poor however for several reasons :
Firstly, conventional I/O saturates OS stacks for packet rates over a few 100k packets/sec.
Second, Typically only GbE & 10GbE interfaces are available
Conventional interupt based I/O can lose packets without warning, expecially under load

Server based architectures do however offer several advantages :
Flexible software based approach allows future extensions
Very high CPU & memory capacity
Low SWaP footprint allows high density 1U based products to be deployed at the edge of the network

Conclusion

A combination of good I/O technology with server based architectures would provide a high performance, flexibly deployed Flow solution

Good I/O technology is the key to modern Flow generation
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I/O design

PCI-E (II) capable of 25Gbps per slot
⇒ Max 2 ports x 10Gbps per card
⇒ Front-end required for 40G/100G

1RU server includes 2 slots
⇒ Max 4 ports x 10Gbps per RU

New FPGA silicon enables “universal” receiver 155Mbps-10Gbps
⇒ 10GE/1GE and OC192/48/12/3

Presenter
Presentation Notes
A discussion on modern I/O design for a high speed Flow generation appliance

We assume saturated links with minimum sized packets for worst case analysis

Modern servers use PCI-E as the primary I/O technology (per slot) :
PCI-E Gen-1 is capable of 13 Gbps from I/O to CPU memory
PCI-E Gen-2 is capable of 25 Gbps from I/O to CPU memory
PCI-E Gen 3 is capable of 50 Gbps from I/O to CPU memory (Gen-3 not widely available yet)

This implies that for fully unsampled designs, Gen-2 server architecture can handle 2 x 10GbE interfaces per I/O slot

This allows 1U server based designs to offer 4 x 10GbE interfaces (or OC-192/STM-64)

OC-768, 40GbE & 100GbE will require front end load balancing solutions
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Appliance design basics
Intel class devices offer huge CPU & Memory performance

Combined with dedicated high speed front end

OC3 through 10GE

Single SKU 1U Server

Multiple cores load balanced

Fulfills performance objectives

1U server gives 2xPCI-E(II)

4 multi-rate interfaces in 1U

OC768, 40GE, 100GE

Saturates PCI-E(II)

=> ! Server design

Use dedicated head unit

2 x 40GE / 1 x 100GE

Presenter
Presentation Notes
Moving up to the appliance product level, here’s how we organise the products to give multiple solutions

PCI-E Gen-2 BW allows 4 port 1U sevrer designs for data rates up to 10GbE/OC192 per interface

For 40G and above this will not work (at the required data and packet rates)

Use a dedicated head unit design

OC768/40GbE/100GbE In
4x, 4x, or 12x Out
Flow based Load balancing

Extreme40 gives OC-768 -> 4x10GbE
Extreme100 gives 2x40GbE or 1x100GbE to 12 x 10GbE
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Design results

Presenter
Presentation Notes
Here we’ll outline what we have been able to implement in product form using server based design with dedicated HW I/O technology
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4 x 10Gbps system
2 x bi-directional links, 10GE down to OC3

Per system Gbps
@ 100B

Mpps Flows Flows/Sec Rack

Performance 30 100 10M 400K 1U (300W)

EndaceProbe : 4 x OC3->10GE

R
R

R
R

Flow

Presenter
Presentation Notes
All rates OC-3 through 10GbE/OC-192/STM64

4 Interfaces -> 2 x Bi-directional links

Single SKU : Interface programmed for line rate

NFV5 or NFV9

1U Rack Space 300W
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2 x OC768 system
1 x bi-directional OC768 link

Per system Gbps
@ 100B

Mpps Flows Flows/Sec Rack

Performance 60 200 20M 800K 4U (1kW)

Extreme40 : OC768

Extreme40 : OC768

EndaceProbe : 4 x 10GE

EndaceProbe : 4 x 10GE Flow

Flow

R R

Presenter
Presentation Notes
2 x OC768 links -> 1 full bi-directional OC768 link

2 x Extreme40 Head units (OC768 -> 4 x 10GbE)

2 x Flow platforms

NFV5 or NFV9

< 1 kW

4U Rack space
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1 x 100GE system
1 x uni-directional 100GE link

Per system Gbps
@ 100B

Mpps Flows Flows/Sec Rack

Performance 90 300 30M 1.2M 4U (1.3kW)

Extreme100 : 100GbE

EndaceProbe : 4 x 10GbE

EndaceProbe : 4 x 10GbE

EndaceProbe : 4 x 10GE

R R

duplicate for bidirectional

Presenter
Presentation Notes
2 x 100GbE links -> 1 full bi-directional 100GbE link

2 x Extreme100 Head units (1x100GbE -> 8 x 10GbE)

4 x Flow platforms

NFV5 or NFV9

< 1.6kW

6U Rack space





Future & Conclusions
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Uncharted territory
Channelized SONET/SDH

Eliminate rack(s) of SONET gear

Application awareness

DPI generated application type added to IPFIX

Identity – beyond IP address

NAT binding?

IMSI, IMEI, M-ISDN ?

Server/Software approach allows flexible derivatives

Presenter
Presentation Notes
Work still to be completed (Under investigation)

Channelized

The same dedicated HW techniques used to implement the surrent range of high performance Flow appliances can also be used to implement Flow generation on channelized SONET/STM links.

Normally this would require a rack of equipment (Router/Switch/OTN) with back end Router/Switch.

FPGA technology allows this to be implemented inside the I/O of a conventional server.

Capable of 4 x OC192 with up to 256 simultaneous channels in a 1U form factor

Mobile

Mobile introduces new challenges to the generation of Flow information.

In Mobile systems, the use of IP addresses is dynamic & Arbitrary => IP address attribution is meaningless

User and device identity is described by IMSI, IMEI & M-ISDN information (SIM Card, Handset & Phone Number)

Issues around tool modification for an IP agnostic world need to be worked on

Application Awareness

Port usage is now meaningless for many applications (Many P2P applications intentionally port hop for example)

Continued IPV6 lack of adoption by using IPV4 NAT techniques is also making user Identity more important than IP address

Conclusion

The Flow world needs to morph as IP based attribution becomes weaker

Software based NetFlow generation is a key contributor to remaining agile
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Conclusions

Big Iron is not required for production NetFlow generation

Server based designs with proper I/O

Modern FPGAs can do an awful lot



Very high performance

Good flexibility

High I/O density – low space/weight/power

Presenter
Presentation Notes
CONCLUSIONS

Non Sampled Flow information is important

It is possible to develop high end Flow generation without resorting to heavy iron (Router/Switch)

You can get

Very high performance

Good future flexibility

Low SWaP / High density

Low numbers of SKUs

Flexible deployments

If you pay attention to good I/O in your appliance design 
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